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Letter abstract We use a recent data set (ParliaBench) containing political speeches as well as LLM-generated versions of such
speeches to investigate whether the latter can be detected as being LLM-generated. We find that, for this data set, a linear, inter-
pretable classifier can easily do so, generally achieving an F1 score of around 0.96 - 0.98. The ability of a classifier to distinguish
LLM-generated text from human-written text is significant since it has many potential uses, for example in detecting potential
undisclosed use of LLM-generated text in political speeches.

1 Introduction

With the advent of LLM-based chatbots, it has be-
come very easy to generate high-quality text based on
a simple instruction (prompt), for example to summa-
rize or expand on various texts. Even though there are
many useful applications of this technology, there are
also potential risks and drawbacks. In the field of pol-
itics, specifically, it may matter (for example to vot-
ers) whether the speeches and presentations made by
politicians are written by themselves (or their aides) or
generated, in part or in whole, by an automated sys-
tem such as an LLM-based chatbot, especially since
such systems quite often struggle with the representa-
tion of facts, sometimes including outright fabrications
in their texts, and they may also exhibit subtle biases
againstminorities. That is not to say that politicians are
immune to factual misrepresentation and biases, but
still the distinction between human-written and LLM-
generated text is relevant in a political context. There
is also a risk of fake speech generation, where LLM-
generated texts arewrongfully attributed to a politician.
Thus, while it might be perfectly legitimate for a par-
liamentarian to use an LLM for brainstorming, and for
editing and fine-tuning a speech, it is (at least in our
view) important that the use of LLMs should be dis-
closed, as indeed is a requirement in many other sit-
uations, for example, in many instances of scientific
writing. Such disclosure is also strongly recommended
by organizations such as the Inter-parliamentary Union
(IPU) (Inter-Parliamentary Union, 2024) and the Coun-
cil of Europe; see e.g., Rotenberg (2025), p. 883.

Thus, the ability to automatically distinguish
human-written texts from LLM-generated ones is a cen-

tral concern in those cases where no disclosure is given,
and it is the topic of this short paper. A recent pa-
per (Koniaris et al., 2026), introduced a data set (Par-
liaBench) containing parliament speeches along with
LLM-generated speeches, which were generated both
via question prompts and generic instructions. The au-
thors specifically considered how LLMs can be fine-
tuned in order to provide high-quality political text
using actual, human-generated political speeches as
training data. Unlike our approach, they did not con-
sider classification per se, but instead focused on var-
ious measures of improvements (regarding both lan-
guage and content) in political texts generated by fine-
tuned LLMs vs. baseline LLMs, concluding that the
fine-tuning has a strong positive impact on the quality
of the generated texts.

While the ParliaBench data set was not specifically
designed to be deceptive, it is still of interest to deter-
mine whether or not an automated classifier can dis-
tinguish LLM-generated political texts from authentic,
human-generated political speeches. Thus, here we will
investigate this issue, using an interpretable (binary)
text classifier (Wahde et al., 2024). As a result of the
interpretability of the classifier, we are also able to ana-
lyze, in some detail, the reasons for its decision-making.

2 Method
Many approaches exist for text classification, both clas-
sical ones, e.g., (linear) perceptrons, Bayesian clas-
sifiers, SVMs, kNN classifiers and so on; see e.g.,
(Kowsari et al., 2019), and neural classifiers, e.g., using
BERT (Devlin et al., 2019) or one of its versions, where
the model is fine-tuned for the task at hand (Li et al.,
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2020). At present, most AI applications revolve around
massive neural models, particularly transformer-based
models, one of their main advantages being their abil-
ity to handle long-range context. In text classification,
specifically, much recent work has been carried out us-
ing such models (Fields et al., 2024). The use of Graph
neural networks, which employ a more sophisticated
representation of the texts (taking into account global
structural information), is another active area of re-
search (Wang et al., 2024). Many commercially avail-
able AI-text detectors rely on neural models, such as the
Pangram AI-detector that is based on the transformer
architecture.

However, there are also drawbacks with neural
models, especially their black-box nature that, in turn,
makes their decision-making opaque. While neural
models excel at generative language modeling, the case
of text classification is different: In this case, improved
classical models can often reach competitive perfor-
mance, as illustrated in (Wahde et al., 2024), where a
modified linear perceptron classifier reached a level of
performance similar to that of neural models, with the
added benefit of transparency and interpretability.

Thus, in the task considered here, we employed
this straightforward linear classifier where the (sign of
the) sum of feature weights is used to assign each text
Class 0 (human-written) or Class 1 (LLM-generated).
The classifier used here is based (only) on 𝑛-gram fea-
tures, whose weights are optimized by applying the ap-
proach introduced in (Wahde et al., 2024), using hold-
out validation to select the best classifier. This method
was previously applied in a similar task on detecting
LLM-generated text, but in the domain of creative fic-
tion (Suvanto et al., 2026), with excellent performance
metrics, motivating its usage here. As will be shown
below, the method does indeed work well also for the
political texts considered here.

3 Data
Official parliamentary speeches in multiple languages
are widely available for the public, and often have an
open license to reuse, modify, and redistribute the data.
Thus, acquisition of such data does not pose a chal-
lenge: Large data sets, such as ParlaMint (Erjavec et al.,
2023), are easy to access. As for LLM-generated po-
litical speeches, much less data are available. How-
ever, in a recent study (Koniaris et al., 2026) proposed
a framework (ParliaBench) for evaluating and bench-
marking LLM-generated parliamentary speech. In their
work, human-generated political speeches were used
to fine-tune LLMs in order to improve the quality of
LLM-generated speeches of the same kind. Their pub-
licly available training set (that is, for tuning generative
models) of human-generated texts was sourced from

the aforementioned ParlaMint corpora.

The LLMs employed in their work are Gemma 2 9B,
Llama 3.1 8B, Mistral 7B v0.3, Qwen2 7B, and Yi 6B.
These models were trained on vast amounts of data, in-
cluding transcripts of spoken utterances, making them
capable of producing text in a vast variety of differ-
ent styles. The models were fine-tuned on the training
set using theQuantized Low-Rank Adaptation (QLoRA)
method. After the fine-tuning procedure, the authors
used the models to generate a data set of speeches, us-
ing both the baseline models and the fine-tuned mod-
els. The speeches were generated with both generic
instruction prompts and specific parliamentary ques-
tion prompts. The resulting data set of LLM-generated
political speeches was then evaluated via a framework
consisting of both computational metrics and assess-
ments by an LLM-as-a-judge. They concluded that the
texts generated by the fine-tuned models are of better
quality, achieving higher results on their proposed eval-
uation metrics.

In the ParliaBench corpus, each LLM-generated
text is thus associated with metadata determining the
model type used (baseline or fine-tuned), as well as
various evaluation metrics that were used to measure
the quality of the generated text (Koniaris et al., 2026)
Themetadata also specifies which prompt type (generic
or specific) was used to generate a speech. We used
speeches generated via both prompt types. Based on
the other metadata, we experimented with various sub-
sets, in order to obtain the most challenging data set
from the point-of-view of classification. We filtered
the data on four metrics: BERTScore, GRUEN, Mover,
and the overall quality determined by an LLM-judge,
J_Qual, focusing on the texts obtained with the fine-
tuned models. Furthermore, we noted that (even after
fine-tuning) some of the generated speeches contain ir-
relevant substrings, such as long sequences of nouns
(for instance, names of various fruits). Thus, we also
applied our own filter for removing texts that contain
such substrings, via a procedure where each text was
first tagged using a part-of-speech (POS) tagger: We
used the pretrained perceptron tagger from the nltk
package for Python. Then, we removed texts that con-
tained more than 𝑘 consecutive identical POS tags (for
instance 𝑘 nouns in a row).

The raw data set from (Koniaris et al., 2026) that,
as mentioned above, was not specifically intended
for classification purposes, consists of 447,778 human-
generated speeches and only 29,220 LLM-generated
speeches (including texts generated both with baseline
and fine-tuned models), and is thus highly imbalanced
from the perspective considered in this paper, namely
text classification. The class imbalance increases even
further when applying the previously described filter-
ing techniques to the LLM-generated texts. In order to
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mitigate classifier bias towards the human-generated
speeches, we applied randomundersampling of thema-
jority class to create a subset of the data with an equal
number of texts. The data subsets were then split into a
training set (80%), a validation set (10%), and a test set
(10%); see also Table 1.

We preprocessed the data sets generated by the
above-mentioned procedure, for use in our classifier.
We experimented with different tokenization methods
but found the differences between various methods to
have a very small impact on the classifier performance.
In particular, we studied the effects of punctuation:
Even though those effects were found to be small (for
instance, for the first row of Table 1 including punctua-
tion gave an accuracy of 0.972 compared to 0.968 with
punctuation removed) we noticed a rather imbalanced
use of punctuation between the two classes which may
introduce obvious signs of LLM-generated texts (for
instance, the infamous em-dash symbol that appears
much more frequently in LLM-generated texts). In the
end, we chose to use a custom, inclusive tokenizer that
basically splits the text on whitespaces into unigrams
(maintaining subwords and casing), and also remove all
punctuation marks in order to avoid artificially inflat-
ing the classifier’s performance.

4 Results
The results over various subsets of the data, using a
classifier based on unigram features, can be seen in Ta-
ble 1. Overall, the performance over each subset is sim-
ilar, with the F1 score falling in the range 0.962 − 0.973
as shown in the table. The table also shows that the
accuracy happened to be the same as the F1 score in
most cases shown, as expected given that the data sets
are all balanced.

While there is some variation in these results, the
differences are not very large, and the overall perfor-
mance of the classifiers is high over all subsets. By
filtering the data with the predefined metrics and our
own clean-up method, our goal was to obtain a subset
of the data with high quality LLM-generated speeches
that would be difficult to distinguish from the human-
generated speeches. However, even after applying the
most aggressive filtering (using all filters) the classifica-
tion F1 performance was still as high as 0.962, as seen
in the final row in Table 1.

The performance of the classifier can be improved
with two straightforward methods: (i) Setting a min-
imum instance count threshold (denoted 𝑐min) for in-
cluding features, and (ii) increasing the size of the fea-
ture set by including 𝑛−grams also for 𝑛 > 1, up to a
maximum value of 𝑛 (denoted 𝑛max). For the all filters
subset, careful selection of these two hyperparameters,
namely setting 𝑐min = 10 and 𝑛max = 2, resulted in a

test F1 score as high as 0.991. However, this subset is
also the smallest set, containing just 330 items in the
test set. We found that, due to the small size of its fea-
ture set, the relative frequencies of many of its 𝑛−gram
features are artificially inflated, and are thus less repre-
sentative of actual usage. Therefore, we deemed it less
suitable for a thorough analysis.

As there is no big difference in the performance
when applying the various data filters, we chose instead
to focus our subsequent analysis (see Section 5) on the
subset of fine-tuned texts without additional filtering
(the FT subset) which has the second-lowest F1 score
(0.966, as seen in the second row of Table 1). We carried
out a hyperparameter search for this subset, training
the classifier with holdout validation and then measur-
ing the results over the test set. We tried𝑛max = 1, 2, 3, 4,
and 5 and 𝑐min = 1, 10, 30, and 100, testing all combina-
tions. The three best results obtained, defined by the
F1 score over the test set, are shown in Table 2. For
𝑛max ≥ 5, the performance generally dropped a bit rel-
ative to the best result, most likely due to overfitting.
For 𝑐min > 30, the results reached a plateau and even-
tually (for large 𝑐min) started dropping as well, due to
the small feature set obtained in those cases: With a
very high value of 𝑐min there is a risk of removing rele-
vant features.

5 Discussion
It is interesting to note that the simple linear classi-
fier obtains such good results; see Tables 1 and 2, im-
plying that there is no need to use neural classifiers
(for instance based on BERT or one of its versions) in
this case: While fine-tuned neural classifiers might be
able to squeeze out slightly better performance, they are
also effectively black boxes. By contrast, the decision-
making of the linear classifier can be analyzed in detail
and without approximation. We now proceed to do so,
starting with some general observations that are fol-
lowed by a detailed feature analysis in Section 5.1.

As mentioned above, for the analysis, we chose to
use the FT subset (see Table 1) for our study of classi-
fier decision-making. More specifically, we chose the
classifier corresponding to the last row of Table 2 with
𝑛max = 4 and 𝑐min = 30. Even though its performance
is slightly lower than that of the very best classifier
(for the selected FT subset), the difference is very small
and, more importantly, it is interesting to analyze how
higher order𝑛−gramsmay impact the classification. By
inspecting, for example, 4-grams, it becomes possible to
identify more complex linguistic choices, such as differ-
ences in grammar, rather than simple choices of vocab-
ulary. Thus, the entire analysis below pertains to this
classifier, which has a total of 48,757 features.

Over the test set, the classifier incorrectly classified
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Data filter # Samples (tr) # Samples (val) # Samples (tst) F1 (tst) Acc. (tst)
None 46,752 5,844 5,844 0.968 0.968
Fine-tuned (FT) 23,376 2,922 2,922 0.966 0.966
FT, BERTScore 20,124 2,514 2,518 0.973 0.973
FT, GRUEN 19,490 2,436 2,438 0.970 0.970
FT, Mover 21,478 2,684 2,686 0.971 0.971
FT, J_Qual 4,532 566 568 0.969 0.968
FT, POS repeat 20,528 2,566 2,568 0.969 0.969
FT, all filters 2,620 326 330 0.962 0.961

Table 1: Classification results over subsets of the data. The results shown here were obtained from a linear classifier
(trained on the corresponding training set, with holdout validation) using (all available) unigram features. For filtering
with the metrics defined in the ParliaBench data set, we used the following inclusion thresholds: 𝐵𝐸𝑅𝑇𝑆𝑐𝑜𝑟𝑒 ≥ 0.8,
𝐺𝑅𝑈𝐸𝑁 ≥ 0.5, 𝑀𝑜𝑣𝑒𝑟 ≥ 0.5, 𝐽_𝑄𝑢𝑎𝑙 ≥ 7. For our filtering based on repeated POS tags, we discarded texts with 𝑘 ≥ 6
where 𝑘 is the number of tag repetitions of any POS tag.

𝑛max 𝑐min F1 (tst) Acc. (test)
2 30 0.978 0.978
3 30 0.975 0.975
4 30 0.974 0.974

Table 2: Results obtained for the FT subset (the second
row of Table 1) for different values of 𝑛max and 𝑐min.

19 texts as Class 0 and, more importantly, 58 texts as
Class 1, and thus had a false positive rate of 0.040. An-
alyzing those texts, we found that the classification sum
(which can be taken as a measure of classification con-
fidence; see Wahde et al. (2024)) was very small. More-
over, our findings show that shorter texts are more dif-
ficult to classify correctly: The misclassified texts had
a length of 70.9 tokens on average (measured as the
number of unigrams after tokenization), whereas the
average text length over the entire test set is 268.9.
The longest false negative text contained 233 tokens,
whereas the longest false positive text contained 130 to-
kens. Thus, for text lengths above 130 tokens, the false
positive rate drops to 0 for this data set.

We also experimented with different data splits: In
addition to the 80-10-10 split (training-validation-test)
used in Tables 1 and 2, we generated classifiers using
smaller training fractions, namely a 40-10-50 split and a
10-10-80 split, giving test accuracies of 0.964 and 0.947,
respectively. With the parameter settings chosen for
the analysis (𝑛max = 4, 𝑐min = 30), the 40-10-50 split
gave a test accuracy of 0.973 whereas the test accuracy
for the 10-10-80 split was 0.959. These results indicate
that the classifier gives high-quality results even with
smaller training sets.

Another important observation is that the classifier
is quite resilient to feature removal: For the chosen clas-
sifier, removing the top 10 and the top 1000 features
(based on their frequency of appearance in the train-
ing set), resulted in a drop in test accuracy of only 0.02

and 0.03, respectively. This, in turn, indicates that the
classification relies on a combination of many features
rather than just a few.

5.1 Feature analysis

In a linear classifier, the contribution of individual fea-
tures can be determined by inspecting their weight
magnitudes. However, the feature sets in text classi-
fiers are often large, and the features with the strongest
weights appear infrequently in the data sets. In this
case, we are interested in features that have both large
weight magnitudes and occur frequently. Let 𝑓𝑖, 𝑗 de-
note the relative frequency (measured per million in-
stances in the test set) of a feature 𝜑𝑖 in class 𝑗 (where
𝑗 is either 0 or 1). We define the frequency ratio 𝑅𝑖 =

max(𝑓𝑖,0, 𝑓𝑖,1)/(𝑓𝑖,0+ 𝑓𝑖,1). An 𝑅𝑖 value close to 1 indicates
that the feature occurs more often in one of the classes,
whereas values close to 0.5 indicate a balanced occur-
rence of the feature between the two classes. In Table 3
we have included a sample of features that are impor-
tant for the classification. Here, the feature set is first
filtered to retain features where 𝑅𝑖 ≥ 0.9. Then, from
that subset, the top five features were selected, based
on their values of max(fi,0, fi,1).

As mentioned above, the linear structure of our
model makes it possible to analyze, in detail, which fea-
tures contribute to a particular classification outcome.
On the other hand, many different aspects (represented
as feature weights) act in concert (albeit linearly, in our
model) to produce the classification outcome, making
it difficult to carry out a complete analysis. Still, the
model offers considerable insight into the underlying
reasons for its class assignments, as will now be dis-
cussed. As can be seen in Table 3, many of the top
features involve formulations that are typical of parlia-
mentary speech of the UK variety. Thus, in order to
reliably classify speeches and other texts from different
parliaments, it is likely that our classifier would need
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𝑛 Feature 𝑓𝑖,0 𝑓𝑖,1 𝑅𝑖 Weight 𝑛 Feature 𝑓𝑖,0 𝑓𝑖,1 𝑅𝑖 Weight
1 should 2012.3 194.1 0.912 -0.875 3 the noble Lord 4640.9 368.1 0.927 -0.776
1 no 1509.2 157.7 0.905 -0.788 3 noble Lord Lord 3794.0 245.4 0.939 -0.853
1 upon 90.1 861.24 0.905 0.828 3 grateful to my 186.3 2990.8 0.941 0.780
1 regarding 77.6 756.9 0.907 0.878 3 a number of 1964.8 153.4 0.928 -0.756
1 via 43.5 582.2 0.931 0.904 3 the hon Member 1914.0 199.4 0.906 -0.694
2 is a 3006.0 225.3 0.930 -0.859 4 the noble Lord Lord 14002.1 621.1 0.957 -0.852
2 noble Lord 1633.9 148.6 0.917 -0.779 4 am grateful to my 418.0 8218.3 0.952 0.795
2 the hon 1581.5 115.0 0.932 -0.750 4 the hon Member for 7453.8 573.4 0.929 -0.694
2 Lord Lord 1314.5 76.7 0.945 -0.863 4 grateful to my hon 278.6 6545.9 0.959 0.826
2 have a 1298.8 52.72 0.960 -0.944 4 the noble Baroness Lady 5364.0 525.6 0.911 -0.587

Table 3: Important feature weights for the linear classifier with 𝑛max = 4 and 𝑐min = 30 (from Table 2). For each value
of 𝑛, the top five weights are shown, based on the criteria outline above: First the feature weights are filtered on 𝑅𝑖
(see the main text for a definition of this variable) retaining only those that have 𝑅𝑖 ≥ 0.9. These feature weights are
then sorted in descending order based on max(fi,0, fi,1), where 𝑓𝑖,0 and 𝑓𝑖,1 denote the relative frequency of the 𝑛-gram
in question, in Class 0 and Class 1, respectively.

to be re-trained. However, with this limitation in mind,
many interesting observations can be made.

For completeness, we also considered a Naïve Bayes
(NB) classifier trained on the FT subset, obtaining a test
F1 score of 0.968 (𝑛max = 4, 𝑐min = 30), i.e., slightly worse
than our linear classifier. Important features in an NB
classifier can be extracted based on log-likelihood ra-
tios. Our proposed feature ranking based on frequen-
cies is also applicable to the NB classifier, given that it
is based on the same feature set. An analysis of the NB
features showed that their relative impact (particularly
for the top features) is very similar to those of the cor-
responding features in the linear classifier.

Returning to the linear classifier, we note that, in
the ParliaBench study, the human-generated speeches
were used as training data to fine-tune the LLMs.
Therefore, as expected, there is an overlap between the
features in the two classes. For example, while the
phrase I am grateful to my hon Friend (where hon is the
abbreviation hon. for honourable, punctuation omitted)
appears in both classes, it appears disproportionately
more often in the LLM-generated data (Class 1), thus
our classifier assigns strongly positive weights to the 4-
grams am grateful to my and grateful to my hon (as seen
in Table 3). On the other hand, the frequency of the 4-
gram the hon Member for is considerably lower in the
LLM-generated texts, even though it is one of the most
frequent 4-grams in the human-generated texts.

We also inspected which unigrams were combined
into bigrams with hon; hon Friend and hon Friends
had positive weights, indicating LLM-generated text,
whereas the related phrases honMember, honMembers,
hon Lady, and hon Gentleman were assigned negative
weights. Similar observations were made with bigrams
of noble, where positive weights were assigned to the
bigrams noble Friend, noble friends and noble friend, as
well as the additional bigram noble Baronesses.

Another obvious difference between the two classes

is the choice of wording to express gratitude. This is
evident especially from the positive feature weights as-
signed to am grateful to my (see Table 3) and I thank my
(not displayed in Table 3). Additionally, many of the
features that relate to thanking someone (such as the
unigrams thanks, thankfully, etc.) are positive. Again, it
is not that these phrases do not appear in the human-
generated speeches, but rather that they appear dis-
proportionately often in the LLM-generated speeches.
Some exceptions are also noted, for example, the tri-
gram I thank the has a negative weight, which is likely
related to the somewhat surprising observation on the
frequencies of articles (discussed below).

We also found that the LLM-generated texts con-
tained an excess of somewhat dated words (such as,
for instance, theretofore, thenceforth, and so on), even
though such words are rather rare overall.

One interesting observation is the imbalanced fre-
quency of the articles a and the, which are used much
more often in the human-generated speeches com-
pared to the LLM-generated speeches, and are there-
fore also associated with rather strong feature weights
(-0.620 and -0.417, respectively). These very common
tokens have very large values of max(fi,0, fi,1) (17541.8
and 63217.5, respectively), but their values of 𝑅𝑖 are a
bit below the threshold for inclusion in Table 3. Some
of the imbalance in the use of these articles may be ex-
plained by the LLMs’ tendency to outputmy instead of
the, such as in the previously mentioned example con-
cerningmy hon Friend. However, the frequency of these
articles is considerably higher in the human-generated
speeches and cannot be accounted for by such replace-
ment alone. Furthermore, this phenomenon cannot
be attributed to fewer nouns appearing in the LLM-
generated texts: In fact, based on a brief POS analy-
sis, the LLM-generated speeches are more noun-heavy
than the human-generated texts. Instead, we hypothe-
size that a possible reason is that the human-generated
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texts generally involve somewhat clearer and simpler
expressions, whereas the LLMs tend to produce wordy,
long sentences with long, complex words and large,
convoluted expressions that require fewer articles.

5.2 Summary
Our results show that, at least for the class of LLMs
used by (Koniaris et al., 2026), there is no strong reason
for concern regarding the possibility of LLM-generated
text being wrongfully attributed to a person: LLM-
generated texts (of the type considered here) can eas-
ily be identified as such, in the vast majority of cases.
In fact, our results may reflect the challenge of gen-
erating a realistic and high quality data set for LLM-
generated text detection. Ideally, such data sets would
come from real-world applications. Automatically gen-
erated text can contain unwanted outputs, such as irrel-
evant substrings that we detected (e.g., lists of nouns),
repetitions of the prompt, or refusals of the chatbot
to respond. Additionally, the transcribed parliament
speeches from human speakers may contain traces of
spokenness, which may in turn have introduced some
obvious differences between the two classes.

6 Conclusion
For the case of political speeches, we have shown that
a linear classifier can easily distinguish actual human
speeches from LLM-generated ones, at least for the
data set considered here, which is focused on the UK
parliament. Due to the interpretable nature of our clas-
sifier, we could carry out an analysis of the classifier’s
decision-making. Our findings show distinct differ-
ences in the use of 𝑛−gram features between the two
classes. For example, the LLM-generated texts contain
the term Friend more frequently compared to the re-
lated terms Member, Lady, and so on. Additionally, the
LLM-generated speeches contained on average less of
the articles a and the, indicating some linguistic differ-
ences between the two text classes.

In our future work, we plan to improve the pro-
cess of generating data sets for LLM-generated text de-
tection, specifically in the category of political texts,
but focusing onwritten statements instead of transcrip-
tions. In that work, wewill also broaden the set of LLMs
used.
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